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Περίληψη 

Το αντικείμενο της διπλωματικής εξετάζει την σχεδίαση και ανάπτυξη ενός κατανεμημένου 
συστήματος, το οποίο συλλέγει δεδομένα από αισθητήρες με σκοπό την αποθήκευση και 
εξαγωγή συμπερασμάτων. 
 

     Τα δεδομένα αφορούν πληροφορίες περιβάλλοντος θερμοκρασίας, υγρασίας και 
φωτεινότητας. Με την εξαγωγή των δεδομένων παίρνουμε χρήσιμες πληροφορίες για τις 
περιβαλλοντικές συνθήκες της τοποθεσίας. Επιπλέον η πτυχιακή πραγματεύεται την 
δυνατότητα κλιμάκωσης του συστήματος με την χρήση κατανεμημένων συστημάτων. 

 

 

ABSTRACT 

The scope of this dissertation is to present the design and development of a distributed system 
build on microservice architecture. The main purpose is the collection and extraction of 
information. 
 

     The data are real time measurements of temperature, humidity, light and GPS longitude and 
latitude coming from a sensor unit. Extracting the data, we gather useful information about the 
local environment. In addition, this dissertation examines the scalability of the system and 
presents the positive effects of a distributed system in IOT field. 
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2. INTRODUCTION 

 

This dissertation examines the specifications and development of an IOT platform using 
microservices architecture. The system in summary is a combination of one IOT device, five 
microservices, an Apache kafka server, two database systems targeting different types of data 
and a user frontend, both as a single page angular web application and a native android 
application. 
 

     The central pipeline of communication starts with a device which includes a GPS module, a 
temperature, humidity and light sensors and is responsible of pooling the components and 
transmitting data to the system. Continuing, the data are kept in an Apache kafka server which 
acts as a messaging broker responsible of holding the data until they reach the permanent 
storage, a MongoDB database. Lastly a central backend application is responsible of serving 
the data to the frontend applications for the user to evaluate. 
 

     We start the exploration of the system by describing each component and the technology it 
uses. To better understand the flow, sequence diagrams, pictures and code are provided when 
possible. Later we present the theory of the architecture with more in-depth information on the 
system as well as the tools required to make this system work. The IDE, the testing tools as well 
as the cloud platform used are presented as well. This dissertation ends with a conclusion on 
additional enhancements the developer can apply to increase the performance of the systems 
as well as the extraction of useful information. 
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3. SYSTEM OVERVIEW AND USE 

 

In this section each component of the system will be presented in detail as well as its interaction 
with the rest of the system. 

 

3.1 ESP8266 wi-fi module 

 

The ESP8266 is a low cost wi-fi microchip with full TCP/IP stack and microcontroller capability. 

 

Key Features: 

• Processor: L106 32-bit RISC microprocessor core based on the Tensilica Xtensa 
Diamond Standard 106Micro running at 80 MHz 

• Memory: 

o 32 KiB instruction RAM 

o 32 KiB instruction cache RAM 

o 80 KiB user-data RAM 

o 16 KiB ETS system-data RAM 

• External QSPI flash: up to 16 MiB is supported (512 KiB to 4 MiB typically included) 

• IEEE 802.11 b/g/n Wi-Fi 

o Integrated TR switch, balun, LNA, power amplifier and matching network 

o WEP or WPA/WPA2 authentication, or open networks 

• 16 GPIO pins 

• SPI 

• I²C (software implementation) 

• I²S interfaces with DMA (sharing pins with GPIO) 

• UART on dedicated pins, plus a transmit-only UART can be enabled on GPIO2 

• 10-bit ADC (successive approximation ADC) 

 

 

 
Picture 1: The ESP8266 microchip in a generic board. 



Μεταπτυχιακή Διατριβή Γεώργιος Εμμανουήλ 

IoT platform and data management using microservices   7 

 

3.1.2 DHT22 

 

The DHT22 is a basic, low-cost digital 
temperature and humidity sensor. It uses a 
capacitive humidity sensor and a thermistor 
to measure the surrounding air and spits 
out a digital signal on the data pin (no 
analog input pins needed). It's simple to use 
but requires careful timing to grab data. The 
only real downside of this sensor is you can 
only get new data from it once every 2 
seconds. 

 

Picture 2: DHT22, temperature and humidity sensor. 

 

3.1.3 IOT unit presentation 

 

The device used to extract the data can be seen below. It is a Weemos board connected with 
the DHT22 sensor and a photoresistor of 100 kOhms.   

 

 

 
Picture 3: The IOT device. 
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3.1.4 ESP8266 Code implementation 

 

ESP8266 was developed in Micropython using the Micropython SDK.  

 

3.1.4.1 Micropython 

 

MicroPython is a software implementation of the Python 3 
programming language, written in C, that is optimized to run on 
a microcontroller. MicroPython is a full Python compiler and 
runtime that runs on the micro-controller hardware. The user is 
presented with an interactive prompt (the REPL) to execute 
supported commands immediately. Included are a selection of 
core Python libraries. MicroPython includes modules which 
give the programmer access to low-level hardware. 

 

 

3.1.4.2 Code Structure 

ESP8266 requires two files installed on the device, both are executed at different times and 
their purpose differentiates accordingly. 

 

3.1.4.3 Boot.py 

It contains code that executes while booting. It is used to initialize the device, connect to wi-fi, 
select libraries and default configuration. 

 

 

import network 

import webrepl 

from ntptime import settime 

 

wlan = network.WLAN(network.STA_IF) 

wlan.active(True) 

if not wlan.isconnected(): 

    print('connecting to network...') 

    wlan.connect('network-name', 'password') 

    while not wlan.isconnected(): 

        pass 

print('network config:', wlan.ifconfig()) 

 

webrepl.start() 

settime() 
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3.1.4.4 Main.py 

The main code is in this file. It runs after boot.py file. 

 

import time 

import urequests 

import utime 

import dht 

import machine 

 

d = dht.DHT22(machine.Pin(16)) 

adc = machine.ADC(0) 

period = 30 

id = 304050 

headers = {'Content-Type': 'application/json', 'Accept': 'text/plain'} 

 

kafkaUrl = "https://kafka-wrapper-dot-device-registry.appspot.com/kafkamsg" 

deviceRegisterUrl = "https://device-handler-dot-device-registry.appspot.com/register?id=" + 
str(id) 

 

urequests.get(deviceRegisterUrl, headers=headers) 

 

def post_data(temperature, humidity, light, cleanTime): 

    data = {"deviceName":"esp8266_sensor_platform","temperature":temperature, 
"humidity":humidity, "light":light, "timestamp":cleanTime} 

    response = urequests.post(kafkaUrl, headers=headers, json=data) 

    print(response.text) 

    response.close() 

 

while True: 

    time.sleep(period) 

    year = utime.localtime()[0] 

    month = utime.localtime()[1] 

    day = utime.localtime()[2] 

    hour = utime.localtime()[3] 

    minute = utime.localtime()[4] 

    second = utime.localtime()[5] 

 

    cleanTime = "%s-%s-%sT%s:%s:%s" % (year, month, day, hour, minute, second) 

    d.measure() 

    time.sleep(2) 

    temperature = d.temperature() 

    humidity = d.humidity() 

    light = adc.read() 

    post_data(temperature, humidity, light, cleanTime) 
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Picture 4: ESP8266 sequence diagram. 

 

3.1.5 GPS Module 

The breakout is built around the MTK3339 chipset, a 
high-quality GPS module that can track up to 22 
satellites on 66 channels, has an excellent high-
sensitivity receiver (-165 dBm tracking) and a built-in 
antenna. It can do up to 10 location updates a second 
for high speed, high sensitivity logging or tracking. 
Power usage is incredibly low, only 20 mA during 
navigation. 

 

Technical specifications: 

 

• -165 dBm sensitivity, 10 Hz updates, 66 
channels 

• 5V friendly design and only 20mA current draw 

• Breadboard friendly + two mounting holes 

• RTC battery-compatible 

• Built-in datalogging 

• PPS output on fix 

• Internal patch antenna + u.FL connector for 
external active antenna 

• Fix status LED 
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3.2 Microservice #1 Kafka wrapper 

 

The purpose of this microservice is to append to the Kafka queue the messages received from 
the IOT device. 

  

 

 
Picture 5: The first pipeline. IOT data reaching Apache Kafka server. 

 

This approach allows us to decouple the system that handles the incoming messages from the 
rest of the system making it easy to cover future scenarios of increased incoming messages. 

 

 

 
Picture 6: Sequence diagram of MS1. 
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3.3 Microservice #2 Device registry 

 

This microservice is responsible of handling the devices’ status. The IOT device will initiate 
communication during boot and the status will be held on the database for future reference. 

 

 

 
Picture 7: Device state microservice. 

3.3.1 EER Diagrams in MYSQL 

MS2 is communicating with a 
mysql database which uses 
mainly two tables. The 
“registry” table holds the device 
name, description, last state 
and last status. The 
“notifications” table holds 
information regarding the 
notification status of the 
device. 

 

3.4 Microservice #3 Kafka to MongoDB 

 

This microservice is responsible of reading from the Kafka queue and appending to the 
MongoDB database. 

 

 
Picture 8: MS3 pipeline, data retrieved from Apache Kafka and saved on MongoDB. 

 

This service in conjunction with MS1 are helping to decouple the system and make the 
communicating asynchronous. If in a future scenario the devices are increased in number, the 
increase in traffic and messages will not affect the whole system as Kafka acts as a buffer and 
can scale to handle unlimited number of messages. 
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Picture 9: Sequence diagram of MS3. 

 

3.5 Microservice #4 Central Backend 

This microservice is responsible for 
handling REST API calls from the Angular 
front-end as well as the android application. 
Its backend is with both the MongoDB and 
MySQL databases to fetch data and device 
statuses alike. 

 

 

 

 

 

Picture 10: Backend of Android and angular application. 

 

 

Picture 11: Sequence diagram of MS4. 
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3.6 Complete overview of the system 

 
Picture 12: Complete architecture. 

Picture 12 shows the overview of the complete system in summary. In total the system consists 
of 4 microservices, 2 databases, 1 Kafka server, 1 IOT device, an angular front-end application 
and an android application. 

 

3.7 The user front-end 

The system comprises of two front-end applications. An Angular single page application and an 
android application. 

The SPA includes a dashboard for a generic view to the devices available, their status and 
last appearance. It also has a device analytics section in which the user can see diagrams of 
the data and history of the device. Lastly, a notifications page is included where notifications of 
the device are presented for information out of the ordinary. 

In the same note, the android application consists of the same structure with a generic 
dashboard view displaying the latest value in a bar graph as well as a view with more analysis 
and history. A notifications view exists here as well. 

 

3.7.1 Angular application 

 

3.7.1.1 Dashboard 

This is the dashboard view. This view displays all the existing devices in the form that we 
already see below. At the moment, only one device exists, hence only one cardview element. 
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Picture 13: Dashboard view 

3.7.1.2 Device Analytics 

This view is 
responsible for 
displaying the latest 
data from the 
device. The user 
has the option to 
select a date range 
and see historical 
results of the 
selected device. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

                                           Picture 14: Device Analytics view 
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3.7.1.3 Notifications 

This view will display the 
notifications of the device 
as it has been setup to 
generate notifications 
when data are above or 
below a threshold. 

 

 

 

 

 

 

 

                                                                    Picture 15: Displays the devices notifications 

 

3.7.2 Android 

The android application is a native application written in 
Java with the Android SDK. The target version is 
version 28 or Android Pie, the latest for the moment 
android version. The main view when the application 
starts is the dashboard view. It contains the latest data 
for the device displayed on top as a card view as well as 
a bar graph. 

 

 

 

 

 

 

 

 

 

 

 

 

 

                                                                                                     Picture 16: Android dashboard view 
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3.7.2.1 Device Analytics 

 

Next view is the device analytics view where the user can 
display the history of the device with a date range 
functionality. 
 

     The user can choose the range of the history he wants 
to display and zoom in or out for a better view of the data. 
Lastly an “About” view included to display information 
about the application and the thesis. 

 

 

 

 

 

 

 

 

                                                                     
Picture 17: Android view of device analytics 

 

 

 

 

 

Picture 18: Picking date and time to display 
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4. SYSTEM ARCHITECTURE 

4.1 Microservices 

 

What are microservices? 

Microservices are an approach to distributed systems that promote the use of finely grained 
services with their own lifecycles, which collaborate. Because microservices are primarily 
modeled around business domains, they avoid the problems of traditional tiered architectures. 
Microservices also integrate new technologies and techniques that have emerged over the last 
decade, which helps them avoid the pitfalls of many service-oriented architecture 
implementations. 

 

A microservice architecture has the following characteristics: 

• Application logic is broken down into small-grained components with well-defined 
boundaries of responsibility that coordinate to deliver a solution. 

• Each component has a small domain of responsibility and is deployed completely 
independently of one another. Microservices should have responsibility for a single part 
of a business domain. Also, a microservice should be reusable across multiple 
applications. 

• Microservices communicate based on a few basic principles and employ lightweight 
communication protocols such as HTTP and JSON (JavaScript Object Notation) for 
exchanging data between the service consumer and service provider. 

• The underlying technical implementation of the service is irrelevant because the 
applications always communicate with a technology-neutral protocol (JSON is the most 
common). This means an application built using a microservice application could be 
built with multiple languages and technologies. 

• Microservices—by their small, independent, and distributed nature—allow organizations 
to have small development teams with well-defined areas of responsibility. These teams 
might work toward a single goal such as delivering an application, but each team is 
responsible only for the services on which they’re working. 

 

Key Benefits: 

The benefits of microservices are many and varied. Many of these benefits can be laid at the 
door of any distributed system. Microservices, however, tend to achieve these benefits to a 
greater degree primarily due to how far they take the concepts behind distributed systems and 
service-oriented architecture. 

 

Technology Heterogeneity 

With a system composed of multiple, collaborating services, we can decide to use different 
technologies inside each one. This allows us to pick the right tool for each job, rather than 
having to select a more standardized, one-size-fits-all approach that often ends up being the 
lowest common denominator. 

If one part of our system needs to improve its performance, we might decide to use a different 
technology stack that is better able to achieve the performance levels required. We may also 
decide that how we store our data needs to change for different parts of our system. For 
example, for a social network, we might store our users’ interactions in a graph-oriented 
database to reflect the highly interconnected nature of a social graph, but perhaps the posts the 
users make could be stored in a document-oriented data store, giving rise to a heterogeneous 
architecture. 
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With microservices, we are also able to adopt technology more quickly, and understand how 
new advancements may help us. One of the biggest barriers to trying out and adopting new 
technology is the risks associated with it. With a monolithic application, if I want to try a new 
programming language, database, or framework, any change will impact a large amount of my 
system. With a system consisting of multiple services, I have multiple new places in which to try 
out a new piece of technology. I can pick a service that is perhaps lowest risk and use the 
technology there, knowing that I can limit any potential negative impact. Many organizations find 
this ability to more quickly absorb new technologies to be a real advantage for them. 

 

Embracing multiple technologies doesn’t come without an overhead, of course. Some 
organizations choose to place some constraints on language choices. Netflix and Twitter, for 
example, mostly use the Java Virtual Machine (JVM) as a platform, as they have a very good 
understanding of the reliability and performance of that system. 

They also develop libraries and tooling for the JVM that make operating at scale much easier, 
but make it more difficult for non-Java-based services or clients. But neither Twitter nor Netflix 
use only one technology stack for all jobs, either. Another counterpoint to concerns about mixing 
in different technologies is the size. Just like many things concerning microservices, it’s all about 
finding the right balance. 

 

Resilience 

A key concept in resilience engineering is the bulkhead. If one component of a system fails, but 
that failure doesn’t cascade, you can isolate the problem and the rest of the system can carry on 
working. Service boundaries become your obvious bulkheads. In a monolithic service, if the 
service fails, everything stops working. With a monolithic system, we can run on multiple 
machines to reduce our chance of failure, but with microservices, we can build systems that 
handle the total failure of services and degrade functionality accordingly. 

We do need to be careful, however. To ensure our microservice systems can properly embrace 
this improved resilience, we need to understand the new sources of failure that distributed 
systems have to deal with. Networks can and will fail, as will machines. We need to know how 
to handle this, and what impact (if any) it should have on the end user of our software.  

 

Scaling 

With a large, monolithic service, we have to scale everything together. One small part of our 
overall system is constrained in performance, but if that behavior is locked up in a giant 
monolithic application, we have to handle scaling everything as a piece. With smaller services, 
we can just scale those services that need scaling, allowing us to run other parts of the system 
on smaller, less powerful hardware. 

 

Gilt, an online fashion retailer, adopted microservices for this exact reason. Starting in 2007 with 
a monolithic Rails application, by 2009 Gilt’s system was unable to cope with the load being 
placed on it. By splitting out core parts of its system, Gilt was better able to deal with its traffic 
spikes, and today has over 450 microservices, each one running on multiple separate 
machines. 

When embracing on-demand provisioning systems like those provided by Amazon Web 
Services, we can even apply this scaling on demand for those pieces that need it. This allows 
us to control our costs more effectively. It’s not often that an architectural approach can be so 
closely correlated to an almost immediate cost savings. 

Ease of Deployment 

A one-line change to a million-line-long monolithic application requires the whole application to 
be deployed in order to release the change. That could be a large impact, high-risk deployment. 
In practice, large-impact, high-risk deployments end up happening infrequently due to 
understandable fear. Unfortunately, this means that our changes build up and build up between 
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releases, until the new version of our application hitting production has masses of changes. And 
the bigger the delta between releases, the higher the risk that we’ll get something wrong! 

 

With microservices, we can make a change to a single service and deploy it independently of 
the rest of the system. This allows us to get our code deployed faster. If a problem does occur, it 
can be isolated quickly to an individual service, making fast rollback easy to achieve. It also 
means we can get our new functionality out to customers faster. This is one of the main reasons 
why organizations like Amazon and Netflix use these architectures—to ensure they remove as 
many impediments as possible to getting software out the door. 

 

Organizational Alignment 
Many of us have experienced the problems associated with large teams and large codebases. 
These problems can be exacerbated when the team is distributed. We also know that smaller 
teams working on smaller codebases tend to be more productive. 
Microservices allow us to better align our architecture to our organization, helping us minimize 
the number of people working on any one codebase to hit the sweet spot of team size and 
productivity. We can also shift ownership of services between teams to try to keep people 
working on one service collocated. 
 
Composability 
One of the key promises of distributed systems and service-oriented architectures is that we 
open up opportunities for reuse of functionality. With microservices, we allow for our 
functionality to be consumed in different ways for different purposes. This can be especially 
important when we think about how our consumers use our software. Gone is the time when we 
could think narrowly about either our desktop website or mobile application. Now we need to 
think of the myriad ways that we might want to weave together capabilities for the Web, native 
application, mobile web, tablet app, or wearable device. As organizations move away from 
thinking in terms of narrow channels to more holistic concepts of customer engagement, we 
need architectures that can keep up. 
 
With microservices, think of us opening up seams in our system that are addressable by outside 
parties. As circumstances change, we can build things in different ways. With a monolithic 
application, I often have one coarse-grained seam that can be used from the outside. If I want to 
break that up to get something more useful, I’ll need a hammer!  
 
Optimizing for Replaceability 
If you work at a medium-size or bigger organization, chances are you are aware of some big, 
nasty legacy system sitting in the corner. The one no one wants to touch. The one that is vital to 
how your company runs, but that happens to be written in some odd Fortran variant and runs 
only on hardware that reached end of life 25 years ago. Why hasn’t it been replaced? You know 
why: it’s too big and risky a job. 
 
With our individual services being small in size, the cost to replace them with a better 
implementation, or even delete them altogether, is much easier to manage. How often have you 
deleted more than a hundred lines of code in a single day and not worried too much about it? 
With microservices often being of similar size, the barriers to rewriting or removing services 
entirely are very low. 
 
Teams using microservice approaches are comfortable with completely rewriting services when 
required, and just killing a service when it is no longer needed. When a codebase is just a few 
hundred lines long, it is difficult for people to become emotionally attached to it, and the cost of 
replacing it is pretty small. 
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4.3 Apache Kafka 

Apache Kafka is a distributed streaming platform capable of handling trillions of 
events a day. Initially conceived as a messaging queue, Kafka is based on an 
abstraction of a distributed commit log. Since being created and open sourced 
by LinkedIn in 2011, Kafka has quickly evolved from messaging queue to a full-
fledged streaming platform. 

 

As a streaming platform, Apache Kafka provides low-latency, high-throughput, 
fault-tolerant publish and subscribe pipelines and can process streams of 
events. Kafka provides reliable, millisecond responses to support both customer-facing 
applications and connecting downstream systems with real-time data. 

 

4.3.1 Apache Kafka Concepts 

 

 
Picture 19: Architectural overview 

Topics 

Every message that is feed into the system must be part of some topic. The topic is nothing but 
a stream of records. The messages are stored in key-value format. Each message is assigned a 
sequence, called Offset. The output of one message could be an input of the other for further 
processing. 

 

Producers 

Producers are the apps responsible to publish data into Kafka system. They publish data on the 
topic of their choice. 

 

Consumers 

The messages published into topics are then utilized by Consumers apps. A consumer gets 
subscribed to the topic of its choice and consumes data. 

 

Broker 

Every instance of Kafka that is responsible for message exchange is called a Broker. Kafka can 
be used as a stand-alone machine or a part of a cluster. 
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Use cases 

Here is a description of a few of the popular use cases for Apache Kafka®. For an overview of a 
number of these areas in action, see this blog post. 

 

Messaging 

Kafka works well as a replacement for a more traditional message broker. Message brokers are 
used for a variety of reasons (to decouple processing from data producers, to buffer 
unprocessed messages, etc). In comparison to most messaging systems Kafka has better 
throughput, built-in partitioning, replication, and fault-tolerance which makes it a good solution 
for large scale message processing applications. 

In our experience messaging uses are often comparatively low-throughput, but may require low 
end-to-end latency and often depend on the strong durability guarantees Kafka provides. 

 

In this domain Kafka is comparable to traditional messaging systems such as ActiveMQ or 
RabbitMQ. 

 

Website Activity Tracking 

The original use case for Kafka was to be able to rebuild a user activity tracking pipeline as a 
set of real-time publish-subscribe feeds. This means site activity (page views, searches, or other 
actions users may take) is published to central topics with one topic per activity type. These 
feeds are available for subscription for a range of use cases including real-time processing, real-
time monitoring, and loading into Hadoop or offline data warehousing systems for offline 
processing and reporting. 

Activity tracking is often very high volume as many activity messages are generated for each 
user page view. 

 

Metrics 

Kafka is often used for operational monitoring data. This involves aggregating statistics from 
distributed applications to produce centralized feeds of operational data. 

Log Aggregation 

Many people use Kafka as a replacement for a log aggregation solution. Log aggregation 
typically collects physical log files off servers and puts them in a central place (a file server or 
HDFS perhaps) for processing. Kafka abstracts away the details of files and gives a cleaner 
abstraction of log or event data as a stream of messages. This allows for lower-latency 
processing and easier support for multiple data sources and distributed data consumption. In 
comparison to log-centric systems like Scribe or Flume, Kafka offers equally good performance, 
stronger durability guarantees due to replication, and much lower end-to-end latency. 

Stream Processing 

Many users of Kafka process data in processing pipelines consisting of multiple stages, where 
raw input data is consumed from Kafka topics and then aggregated, enriched, or otherwise 
transformed into new topics for further consumption or follow-up processing. For example, a 
processing pipeline for recommending news articles might crawl article content from RSS feeds 
and publish it to an "articles" topic; further processing might normalize or deduplicate this 
content and published the cleansed article content to a new topic; a final processing stage might 
attempt to recommend this content to users. Such processing pipelines create graphs of real-
time data flows based on the individual topics. Starting in 0.10.0.0, a light-weight but powerful 
stream processing library called Kafka Streams is available in Apache Kafka to perform such 
data processing as described above. Apart from Kafka Streams, alternative open source stream 
processing tools include Apache Storm and Apache Samza. 
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Event Sourcing 

Event sourcing is a style of application design where state changes are logged as a time-
ordered sequence of records. Kafka's support for very large stored log data makes it an 
excellent backend for an application built in this style. 

 

Commit Log 

Kafka can serve as a kind of external commit-log for a distributed system. The log helps 
replicate data between nodes and acts as a re-syncing mechanism for failed nodes to restore 
their data. The log compaction feature in Kafka helps support this usage. In this usage Kafka is 
similar to Apache BookKeeper project. 

 

How does Kafka work? 

Kafka looks and feels like a publish-subscribe system that can deliver in-order, persistent, 
scalable messaging. It has publishers, topics, and subscribers. It can also partition topics and 
enable massively parallel consumption. All messages written to Kafka are persisted and 
replicated to peer brokers for fault tolerance, and those messages stay around for a 
configurable period of time (i.e., 7 days, 30 days, etc.). 
 

     The key to Kafka is the log. Developers often get confused when first hearing about this 
"log," because we're used to understanding "logs" in terms of application logs. What we're 
talking about here, however, is the log data structure. The log is simply a time-ordered, append-
only sequence of data inserts where the data can be anything (in Kafka, it's just an array of 
bytes). If this sounds like the basic data structure upon which a database is built, it is. 

 

 
Picture 20: Logging mechanism 
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Databases write change events to a log and derive the value of columns from that log. In Kafka, 
messages are written to a topic, which maintains this log (or multiple logs — one for each 
partition) from which subscribers can read and derive their own representations of the data 
(think materialized view). 

 

For example, a "log" of the activity for a shopping cart could include "add item foo," "add item 
bar," "remove item foo," and "checkout." The log would present these facts to downstream 
systems. If a shopping cart service reads that log, it can derive the shopping cart objects that 
represent what's in the shopping cart: item "bar" and ready for checkout. Because Kafka can 
retain messages for a long time (or forever), applications can rewind to old positions in the log 
and reprocess. Think of the situation where you want to come up with a new application or new 
analytic algorithm (or change an existing one) and test it out against past events. 

 

What Kafka doesn't do 

Kafka can be very fast because it presents the log data structure as a first-class citizen. It's not 
a traditional message broker with lots of bells and whistles. 

 

Kafka does not have individual message IDs. Messages are simply addressed by their offset in 
the log. 

Kafka also does not track the consumers that a topic has or who has consumed what 
messages. All of that is left up to the consumers. 

Because of those differences from traditional messaging brokers, Kafka can make 
optimizations. 

 

It lightens the load by not maintaining any indexes that record what messages it has. There is 
no random access — consumers just specify offsets and Kafka delivers the messages in order, 
starting with the offset. 

There are no deletes. Kafka keeps all parts of the log for the specified time. 

It can efficiently stream the messages to consumers using kernel-level IO and not buffering the 
messages in user space. 

It can leverage the operating system for file page caches and efficient writeback/writethrough to 
disk. 

 

4.4 Cloud computing 

Cloud computing is the delivery of computing services—servers, storage, databases, 
networking, software, analytics, intelligence and more—over the Internet (“the cloud”) to offer 
faster innovation, flexible resources and economies of scale. You typically pay only for cloud 
services you use, helping lower your operating costs, run your infrastructure more efficiently and 
scale as your business needs change. 

 

Benefits of cloud computing 

 

Cost 

Cloud computing eliminates the capital expense of buying hardware and software and setting 
up and running on-site datacenters—the racks of servers, the round-the-clock electricity for 
power and cooling, the IT experts for managing the infrastructure. It adds up fast. 
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Speed 

Most cloud computing services are provided self service and on demand, so even vast amounts 
of computing resources can be provisioned in minutes, typically with just a few mouse clicks, 
giving businesses a lot of flexibility and taking the pressure off capacity planning. 

 

Global scale 

The benefits of cloud computing services include the ability to scale elastically. In cloud speak, 
that means delivering the right amount of IT resources—for example, more or less computing 
power, storage, bandwidth—right when it is needed and from the right geographic location. 

 

Productivity 

On-site datacenters typically require a lot of “racking and stacking”—hardware set up, software 
patching and other time-consuming IT management chores. Cloud computing removes the need 
for many of these tasks, so IT teams can spend time on achieving more important business 
goals. 

 

Performance 

The biggest cloud computing services run on a worldwide network of secure datacenters, which 
are regularly upgraded to the latest generation of fast and efficient computing hardware. This 
offers several benefits over a single corporate datacenter, including reduced network latency for 
applications and greater economies of scale. 

 

 

Security 

Many cloud providers offer a broad set of policies, technologies and controls that strengthen 
your security posture overall, helping protect your data, apps and infrastructure from potential 
threats. 

 

Types of cloud computing 

Not all clouds are the same and not one type of cloud computing is right for everyone. Several 
different models, types and services have evolved to help offer the right solution for your needs. 

 

Types of cloud deployments: public, private and hybrid 

 

First, you need to determine the type of cloud deployment or cloud computing architecture, that 
your cloud services will be implemented on. There are three different ways to deploy cloud 
services: on a public cloud, private cloud or hybrid cloud. 

 

Public cloud 

Public clouds are owned and operated by a third-party cloud service providers, which deliver 
their computing resources like servers and storage over the Internet. Microsoft Azure is an 
example of a public cloud. With a public cloud, all hardware, software and other supporting 
infrastructure is owned and managed by the cloud provider. You access these services and 
manage your account using a web browser. 

 

Private cloud 

A private cloud refers to cloud computing resources used exclusively by a single business or 
organisation. A private cloud can be physically located on the company’s on-site datacenter. 
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Some companies also pay third-party service providers to host their private cloud. A private 
cloud is one in which the services and infrastructure are maintained on a private network. 

 

Hybrid cloud 

Hybrid clouds combine public and private clouds, bound together by technology that allows data 
and applications to be shared between them. By allowing data and applications to move 
between private and public clouds, a hybrid cloud gives your business greater flexibility, more 
deployment options and helps optimise your existing infrastructure, security and compliance. 

 

Types of cloud services: IaaS, PaaS, serverless and SaaS 

 

Most cloud computing services fall into four broad categories: infrastructure as a service (IaaS), 
platform as a service (PaaS), serverless and software as a service (SaaS). These are 
sometimes called the cloud computing stack because they build on top of one another. Knowing 
what they are and how they are different makes it easier to accomplish your business goals. 

 

Infrastructure as a service (IaaS) 

The most basic category of cloud computing services. With IaaS, you rent IT infrastructure—
servers and virtual machines (VMs), storage, networks, operating systems—from a cloud 
provider on a pay-as-you-go basis. To learn more, see What is IaaS? 

 

Platform as a service (PaaS) 

Platform as a service refers to cloud computing services that supply an on-demand environment 
for developing, testing, delivering and managing software applications. PaaS is designed to 
make it easier for developers to quickly create web or mobile apps, without worrying about 
setting up or managing the underlying infrastructure of servers, storage, network and databases 
needed for development. To learn more, see What is PaaS? 

 

Serverless computing 

Overlapping with PaaS, serverless computing focuses on building app functionality without 
spending time continually managing the servers and infrastructure required to do so. The cloud 
provider handles the setup, capacity planning and server management for you. Serverless 
architectures are highly scalable and event-driven, only using resources when a specific 
function or trigger occurs. 

 

Software as a service (SaaS) 

Software as a service is a method for delivering software applications over the Internet, on 
demand and typically on a subscription basis. With SaaS, cloud providers host and manage the 
software application and underlying infrastructure and handle any maintenance, like software 
upgrades and security patching. Users connect to the application over the Internet, usually with 
a web browser on their phone, tablet or PC. 

 

Uses of cloud computing 

You are probably using cloud computing right now, even if you don’t realise it. If you use an 
online service to send email, edit documents, watch movies or TV, listen to music, play games 
or store pictures and other files, it is likely that cloud computing is making it all possible behind 
the scenes. The first cloud computing services are barely a decade old, but already a variety of 
organisations—from tiny startups to global corporations, government agencies to non-profits—
are embracing the technology for all sorts of reasons. 
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Here are a few examples of what is possible today with cloud services from a cloud provider: 

 

Create new apps and services 

Quickly build, deploy and scale applications—web, mobile and API—on any platform. Access 
the resources you need to help meet performance, security and compliance requirements. 

 

Test and build applications 

Reduce application development cost and time by using cloud infrastructures that can easily be 
scaled up or down. 

 

Store, back up and recover data 

Protect your data more cost-efficiently—and at massive scale—by transferring your data over 
the Internet to an offsite cloud storage system that is accessible from any location and any 
device. 

 

Analyse data 

Unify your data across teams, divisions and locations in the cloud. Then use cloud services, 
such as machine learning and artificial intelligence, to uncover insights for more informed 
decisions. 

 

Stream audio and video 

Connect with your audience anywhere, anytime, on any device with high-definition video and 
audio with global distribution. 

 

Embed intelligence 

Use intelligent models to help engage customers and provide valuable insights from the data 
captured. 

 

Deliver software on demand 

Also known as software as a service (SaaS), on-demand software lets you offer the latest 
software versions and updates around to customers—anytime they need, anywhere they are. 
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5 DEVELOPMENT TOOLS 

In this section an overview of all the development tools used are presented with details. 

5.1 Eclipse (STS) 

Eclipse is an integrated development environment 
(IDE) used in computer programming and is the most 
widely used Java IDE. It contains a base workspace 
and an extensible plug-in system for customizing the 
environment. Eclipse is written mostly in Java and its primary use is for developing Java 
applications, but it may also be used to develop applications in other programming languages 
via plug-ins, including Ada, ABAP, C, C++, C#, COBOL, D, Fortran, Haskell, JavaScript, Julia, 
Lasso, Lua, NATURAL, Perl, PHP, Prolog, Python, R, Ruby (including Ruby on Rails 
framework), Rust, Scala, Clojure, Groovy, Scheme, and Erlang. It can also be used to develop 
documents with LaTeX (via a TeXlipse plug-in) and packages for the software Mathematica. 
Development environments include the Eclipse Java development tools (JDT) for Java and 
Scala, Eclipse CDT for C/C++, and Eclipse PDT for PHP, among others. 
 

     The initial codebase originated from IBM VisualAge. The Eclipse software development kit 
(SDK), which includes the Java development tools, is meant for Java developers. Users can 
extend its abilities by installing plug-ins written for the Eclipse Platform, such as development 
toolkits for other programming languages, and can write and contribute their own plug-in 
modules. Since the introduction of the OSGi implementation (Equinox) in version 3 of Eclipse, 
plug-ins can be plugged-stopped dynamically and are termed (OSGI) bundles. 
 

     Eclipse software development kit (SDK) is free and open-source software, released under 
the terms of the Eclipse Public License, although it is incompatible with the GNU General Public 
License. It was one of the first IDEs to run under GNU Classpath and it runs without problems 
under IcedTea. 

 

 

5.2 Git 

Git is a version-control system for tracking changes in 
computer files and coordinating work on those files among 
multiple people. It is primarily used for source-code 
management in software development, but it can be used 
to keep track of changes in any set of files. As a distributed 
revision-control system, it is aimed at speed, data integrity, 
and support for distributed, non-linear workflows. 
 

     Git was created by Linus Torvalds in 2005 for development of the Linux kernel, with other 
kernel developers contributing to its initial development. Its current maintainer since 2005 is 
Junio Hamano. 
 

     As with most other distributed version-control systems, and unlike most client–server 
systems, every Git directory on every computer is a full-fledged repository with complete history 
and full version-tracking abilities, independent of network access or a central server. 
 

     Git is free and open-source software distributed under the terms of the GNU General Public 
License version 2. 
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5.2.1 Github 

GitHub Inc. is a web-based hosting service for version control using 
Git. It is mostly used for computer code. It offers all of the distributed 
version control and source code management (SCM) functionality of 
Git as well as adding its own features. It provides access control and several collaboration 
features such as bug tracking, feature requests, task management, and wikis for every project. 

 

GitHub offers plans for both private repositories and free accounts which are commonly used 
to host open-source software projects. As of June 2018, GitHub reports having over 28 million 
users and 57 million repositories (including 28 million public repositories.), making it the largest 
host of source code in the world. 

 

5.3 Android studio 

Android Studio is the official integrated development environment (IDE) 
for Google's Android operating system, built on JetBrains' IntelliJ IDEA 
software and designed specifically for Android development. It is 
available for download on Windows, macOS and Linux based operating 
systems. It is a replacement for the Eclipse Android Development Tools 
(ADT) as primary IDE for native Android application development. 
 

     Android Studio was announced on May 16, 2013 at the Google I/O 
conference. It was in early access preview stage starting from version 0.1 in May 2013, then 
entered beta stage starting from version 0.8 which was released in June 2014. The first stable 
build was released in December 2014, starting from version 1.0. The current stable version is 
3.2, which was released in September 2018. 

 

5.4 Postman 

It is an API testing application where you can combine, share and 
run multiple times API request and validate the HTTP response. The 
main features are: 

 

• Managing API collections, environments, tests and 
sharing 

• Import & export API collections 

• Extensive team collaboration tools 

• Maintain history of API requests 

• Extended API documentation & monitoring features 
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6. TECHNOLOGIES 

In this section an overview of the technologies used during the development will be presented. 

6.1 Java 

Java is a general-purpose computer-programming language that is 
concurrent, class- based, object-oriented and specifically designed 
to have as few implementation dependencies as possible. It is 
intended to let application developers "write once, run anywhere" 
(WORA), meaning that compiled Java code can run on all platforms 
that support Java without the need for recompilation. Java 
applications are typically compiled to bytecode that can run on any 
Java virtual machine (JVM) regardless of computer architecture. As 
of 2016, Java is one of the most popular programming languages in 
use, particularly for client-server web applications, with a reported 9 
million developers. Java was originally developed by James 
Gosling at Sun Microsystems and released in 1995 as a core 
component of Sun Microsystems' Java platform. The language 
derives much of its syntax from C and C++, but it has fewer low-
level facilities than either of them. 
 

     The original and reference implementation Java compilers, 
virtual machines, and class libraries were originally released by Sun 
under proprietary licenses. As of May 2007, in compliance with the specifications of the Java 
Community Process, Sun relicensed most of its Java technologies under the GNU General 
Public License. Others have also developed alternative implementations of these Sun 
technologies, such as the GNU Compiler for Java (bytecode compiler), GNU Classpath 
(standard libraries) and IcedTea-Web (browser plugin for applets). 
 

     The latest version is Java 11, released on September 25, 2018, which follows Java 10 after 
only six months in line with the new release schedule. 

6.2 Typescript 

TypeScript is an open-source programming 
language developed and maintained by 
Microsoft. It is a strict syntactical superset of 
JavaScript and adds optional static typing to the 
language. 
 

     TypeScript is designed for development of large applications and transcompiles to 
JavaScript. As TypeScript is a superset of JavaScript, existing JavaScript programs are also 
valid TypeScript programs. TypeScript may be used to develop JavaScript applications for both 
client-side and server-side (Node.js) execution. 
 

     TypeScript supports definition files that can contain type information of existing JavaScript 
libraries, much like C++ header files can describe the structure of existing object files. This 
enables other programs to use the values defined in the files as if they were statically typed 
TypeScript entities. There are third-party header files for popular libraries such as jQuery, 
MongoDB, and D3.js. TypeScript headers for the Node.js basic modules are also available, 
allowing development of Node.js programs within TypeScript. 
 

     The TypeScript compiler is itself written in TypeScript and compiled to JavaScript. It is 
licensed under the Apache 2 License. 
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     TypeScript is included as a first-class programming language in Microsoft Visual Studio 2013 
Update 2 and later, beside C# and other Microsoft languages. An official extension allows Visual 
Studio 2012 to support TypeScript as well. 

 

     Anders Hejlsberg, lead architect of C# and creator of Delphi and Turbo Pascal, has worked 
on the development of TypeScript. 

6.3 Spring framework 

The Spring Framework is an application 
framework and inversion of control container for 
the Java platform. The framework's core features 
can be used by any Java application, but there are 
extensions for building web applications on top of 
the Java EE (Enterprise Edition) platform. Although the framework does not impose any 
specific programming model, it has become popular in the Java community as an addition to, or 
even replacement for the Enterprise JavaBeans (EJB) model. The Spring Framework is open 
source. 

 

Basic Modules 

The Spring Framework includes several modules that provide a range of services: 

• Spring Core Container: this is the base module of Spring and provides spring containers 
(BeanFactory and ApplicationContext).  

• Aspect-oriented programming: enables implementing cross-cutting concerns. 

• Authentication and authorization: configurable security processes that support a range of 
standards, protocols, tools and practices via the Spring Security sub-project (formerly Acegi 
Security System for Spring). 

• Convention over configuration: a rapid application development solution for Spring-based 
enterprise applications is offered in the Spring Roo module 

• Data access: working with relational database management systems on the Java platform 
using Java Database Connectivity (JDBC) and object-relational mapping tools and 
with NoSQL databases 

• Inversion of control container: configuration of application components and lifecycle 
management of Java objects, done mainly via dependency injection 

• Messaging: configurative registration of message listener objects for transparent message-
consumption from message queues via Java Message Service (JMS), improvement of message 
sending over standard JMS APIs 

• Model–view–controller: an HTTP- and servlet-based framework providing hooks for 
extension and customization for web applications and RESTful (representational state transfer) 
Web services. 

• Remote access framework: configurative remote procedure call (RPC)-style marshalling of 
Java objects over networks supporting Java remote method 
invocation (RMI), CORBA (Common Object Request Broker Architecture) and HTTP-based 
protocols including Web services (SOAP (Simple Object Access Protocol)) 

• Transaction management: unifies several transaction management APIs and coordinates 
transactions for Java objects 

• Remote management: configurative exposure and management of Java objects for local or 
remote configuration via Java Management Extensions (JMX) 

• Testing: support classes for writing unit tests and integration tests 
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6.4 Angular 

Angular (commonly referred to as "Angular 2+" or "Angular v2 and above") 
is a TypeScript-based open-source front-end web application platform led 
by the Angular Team at Google and by a community of individuals and 
corporations. 

6.5 Android SDK 

Android software development is the process by which new 
applications are created for devices running the Android operating 
system. Google states that, "Android apps can be written using Kotlin, 
Java, and C++ languages" using the Android software development kit 
(SDK), while using other languages is also possible. All non-JVM 
languages, such as Go (JavaScript, C, C++ or assembly), need the 
help of JVM language code, that may be supplied by tools, likely with 
restricted API support. Some languages/programming tools allow 
cross-platform app support, i.e. for both Android and iOS. Third party 
tools, development environments and language support have also 
continued to evolve and expand since the initial SDK was released in 
2008.  

 

The Android software development kit (SDK) includes a comprehensive set of development 
tools. These include a debugger, libraries, a handset emulator based on QEMU, documentation, 
sample code, and tutorials. Currently supported development platforms include computers 
running Linux (any modern desktop Linux distribution), Mac OS X 10.5.8 or later, and Windows 
7 or later. As of March 2015, the SDK is not available on Android itself, but software 
development is possible by using specialized Android applications. 

 

Until around the end of 2014, the officially-supported integrated development environment 
(IDE) was Eclipse using the Android Development Tools (ADT) Plugin, though IntelliJ IDEA IDE 
(all editions) fully supports Android development out of the box and NetBeans IDE also supports 
Android development via a plugin. As of 2015, Android Studio, made by Google and powered 
by IntelliJ, is the official IDE; however, developers are free to use others, but Google made it 
clear that ADT was officially deprecated since the end of 2015 to focus on Android Studio as the 
official Android IDE. Additionally, developers may use any text editor to edit Java and XML files, 
then use command line tools (Java Development Kit and Apache Ant are required) to create, 
build and debug Android applications as well as control attached Android devices (e.g., 
triggering a reboot, installing software package(s) remotely). 

 

Enhancements to Android's SDK go hand-in-hand with the overall Android platform 
development. The SDK also supports older versions of the Android platform in case developers 
wish to target their applications at older devices. Development tools are downloadable 
components, so after one has downloaded the latest version and platform, older platforms and 
tools can also be downloaded for compatibility testing. 

 

     Android applications are packaged in .apk format and stored under /data/app folder on the 
Android OS (the folder is accessible only to the root user for security reasons). APK package 
contains .dex files (compiled byte code files called Dalvik executables), resource files, etc. 

 

 

 



Μεταπτυχιακή Διατριβή Γεώργιος Εμμανουήλ 

IoT platform and data management using microservices  33 

 

6.6 Genymotion 

Genymotion is an Android emulator, which supports a lot of mobile devices and Android OS 
versions. The emulator is used to run the developed applications and test their functionalities in 
multiple devices and OS versions. The emulation includes all the existing sensors from real 
devices like the location sensor. The developer, or tester, can select the preferred device and 
OS version or create a custom device with a specific OS version.  

 

 
Picture 21: Genymotion environment 
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7. DATABASE ARCHITECTURE 

7.1 MySQL 

MySQL is an open-source relational database management 
system (RDBMS). Its name is a combination of "My", the 
name of co-founder Michael Widenius's daughter and "SQL", 
the abbreviation for Structured Query Language. The 
MySQL development project has made its source 
code available under the terms of the GNU General Public 
License, as well as under a variety 
of proprietary agreements. MySQL was owned and sponsored by a single for-profit firm, 
the Swedish company MySQL AB, now owned by Oracle Corporation. For proprietary use, 
several paid editions are available and offer additional functionality. 

     MySQL is a central component of the LAMP open-source web application software stack 
(and other "AMP" stacks). LAMP is an acronym for "Linux, Apache, MySQL, Perl/PHP/Python". 
Applications that use the MySQL database include: TYPO3, MODx, Joomla, WordPress, Simple 
Machines Forum, phpBB, MyBB, and Drupal. MySQL is also used in many high-profile, large-
scale websites, including Google (though not for searches), Facebook, Twitter, Flickr 
and YouTube. 

 

7.2 MongoDB 

MongoDB is a free and open-source cross-
platform document-oriented database program. 
Classified as a NoSQL database program, MongoDB 
uses JSON-like documents with schemata. MongoDB 
is developed by MongoDB Inc. and is published under a combination of the GNU Affero 
General Public License and the Apache License. 

 

Main features 

Ad hoc queries 

MongoDB supports field, range query, and regular expression searches. Queries can return 
specific fields of documents and also include user-defined JavaScript functions. Queries 
can also be configured to return a random sample of results of a given size. 

Indexing 

Fields in a MongoDB document can be indexed with primary and secondary indices. 

Replication 

MongoDB provides high availability with replica sets. A replica set consists of two or more 
copies of the data. Each replica set member may act in the role of primary or secondary 
replica at any time. All writes and reads are done on the primary replica by default. 
Secondary replicas maintain a copy of the data of the primary using built-in replication. 
When a primary replica fails, the replica set automatically conducts an election process to 
determine which secondary should become the primary. Secondaries can optionally serve 
read operations, but that data is only eventually consistent by default. 
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Load balancing  

MongoDB scales horizontally using sharding. The user chooses a shard key, which 
determines how the data in a collection will be distributed. The data is split into ranges 
(based on the shard key) and distributed across multiple shards. (A shard is a master with 
one or more slaves.). Alternatively, the shard key can be hashed to map to a shard – 
enabling an even data distribution. 

MongoDB can run over multiple servers, balancing the load or duplicating data to keep the 
system up and running in case of hardware failure. 

File storage 

MongoDB can be used as a file system, called GridFS, with load balancing and data 
replication features over multiple machines for storing files. 

This function, called grid file system, is included with MongoDB drivers. MongoDB exposes 
functions for file manipulation and content to developers. GridFS can be accessed using 
mongofiles utility or plugins for Nginx and lighttpd. GridFS divides a file into parts, or 
chunks, and stores each of those chunks as a separate document.  

Aggregation 

MongoDB provides three ways to perform aggregation: the aggregation pipeline, the map-
reduce function, and single-purpose aggregation methods.  

Map-reduce can be used for batch processing of data and aggregation operations. But 
according to MongoDB's documentation, the Aggregation Pipeline provides better 
performance for most aggregation operations.  

The aggregation framework enables users to obtain the kind of results for which 
the SQL GROUP BY clause is used. Aggregation operators can be strung together to form 
a pipeline – analogous to Unix pipes. The aggregation framework includes the $lookup 
operator which can join documents from multiple documents, as well as statistical operators 
such as standard deviation. 

Server-side JavaScript execution 

JavaScript can be used in queries, aggregation functions (such as MapReduce), and sent 
directly to the database to be executed. 

Capped collections 

MongoDB supports fixed-size collections called capped collections. This type of collection 
maintains insertion order and, once the specified size has been reached, behaves like 
a circular queue. 

Transactions 

Support for multi-document ACID transactions were added to MongoDB with the General 
Availability of the 4.0 release in June 2018.  
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8. GOOGLE CLOUD 

Google Cloud Platform, 
offered by Google, is a suite 
of cloud computing services 
that runs on the same infrastructure that Google uses internally for its end-user products, 
such as Google Search and YouTube. Alongside a set of management tools, it provides a 
series of modular cloud services including computing, data storage, data 
analytics and machine learning.   

     Google Cloud Platform provides Infrastructure as a service, Platform as a service, 
and Serverless computing environments. 

     Google Cloud Platform is a part of Google Cloud, which includes the Google Cloud 
Platform public cloud infrastructure, as well as G Suite, enterprise versions 
of Android and Chrome OS, and application programming interfaces (APIs) for machine 
learning and enterprise mapping services. 

 

Basic Products 

• Compute 

• Storage & Databases 

• Networking 

• Big Data 

• Cloud AI 

• Management Tools 

• Identity & Security 

• IoT 

• API Platform 
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9. CONCLUSION 

 In the context of the dissertation a working system was presented that made use of the 
microservices architecture in combination with a front-end web application and an android 
application. In addition, an IOT device was used that collected and sent for storage and 
information extraction data of temperature, humidity and light level. 

 

     This dissertation proves the strengths and weaknesses of a distributed system in pair with 
an IOT device. Many aspects have been examined and a broad spectrum of tools and 
technologies have been used to achieve the final result. 
      

     To further enhance this platform and improve usability and extensibility there are a numerus 
of ideas that can be applied. Due to the nature of the system and its ability to scale, this platform 
can be used to process and store data from a massive number of IOT devices. Allowing it to 
easily adapt to different kind of data and from a huge number of inputs making it the perfect 
candidate for large scale networks applied e.g. in cities and industrial environments. 
Additionally, building upon the fact that the system can handle a lot of data it makes a perfect 
tool for machine learning applications and AI. 
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